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Abstract—The similarity search problem is found in many
application domains including computer graphics, information
retrieval, statistics, computational biology, and scientific data
processing just to name a few. Recently several studies have been
performed to accelerate the k-nearest neighbor (kNN) queries
using GPUs, but most of the works develop brute-force exhaustive
scanning algorithms leveraging a large number of GPU cores
and none of the prior works employ GPUs for an n-ary tree
structured index. It is known that multi-dimensional hierarchical
indexing trees such as R-trees are inherently not well suited for
GPUs because of their irregular tree traversal and memory access
patterns. Traversing hierarchical tree structures in an irregular
manner makes it difficult to exploit parallelism since GPUs are
tailored for deterministic memory accesses.
In this work, we develop a data parallel tree traversal
algorithm, Parallel Scan and Backtrack (PSB), for kNN query processing on the GPU; this algorithm traverses a multi-dimensional
tree structured index while avoiding warp divergence problems.
In order to take advantage of accessing contiguous memory
blocks, the proposed PSB algorithm performs linear scanning
of sibling leaf nodes, which increases the chance to optimize the
parallel SIMD algorithm.
We evaluate the performance of the PSB algorithm against the
classic branch-and-bound kNN query processing algorithm. Our
experiments with real datasets show that the PSB algorithm is
faster by a large margin than the branch-and-bound algorithm.

I. I NTRODUCTION
The nearest neighbor search, also known as proximity
search or similarity search is a fundamental problem that
finds the closest point to a given query point in multidimensional space. The nearest neighbor search is widely
used in various computing domains including spatio-temporal
database systems, computational geometry, pattern recognition, and machine learning. In the past, an extensive amount
of research has been conducted to efficiently process k-nearest
neighbor (kNN) queries, and the nearest neighbor problem
in 1-dimensional space has been shown to be solved in
O(log n) time [1]. For multi-dimensional spaces, k-d tree,
R*-tree [2], and many of their variants such as SS-tree [3]
have been extensively investigated. However, as the number of
dimensions increases, the hyper-volume of bounding shapes
in the tree structured index exponentially grows due to the
well known curse of dimensionality problem - the exponential
growth of hyper-volume as a function of the number of
dimensions. Hence the tree structured indexes such as R*trees [2] have been shown to be outperformed by bruteforce exhaustive approaches in high dimensions. In order to
overcome this problem, many approximation algorithms have

been proposed, but there exist many application domains that
cannot accept approximate nearest neighbors, such as scientific
data management systems.
Recently GPU has been widely adapted as a cost-effective
solution in various computing domains. Brute-force kNN
query processing is one of the problems that can also take
advantage of the number of processing units (cores) on the
GPU [4], [5], [6], [7], [8], [9]. However some limitations of
the GPU devices, such as their tiny shared memory size and
the warp divergence problem, create new challenges and make
it difficult to leverage the GPU as a solution to address certain
types of problems. Hierarchical multi-dimensional indexing
is one example of such a problem because its recursive tree
traversal and irregular memory access pattern are not wellsuited for the GPU [10].
For algorithms that are hard to parallelize, task parallelism
can be exploited to concurrently process many tasks utilizing
a large number of GPU cores. For example, when a large
number of queries are submitted in a batch, each processing
unit (core) in the GPU can process a different query finding
the nearest neighbor of each query point. However such task
parallelism is known to exhibit poor utilization of GPU cores
due to the warp divergence [10], [11].
In the computer graphics community, various task parallel
tree traversal algorithms on the GPU have been studied for line
intersection queries [12], [13], [14], [15]. However such task
parallel approaches do not help improve the query response
time of each query, but they focus on improving the query
processing throughput. In this work, in order to improve the
query response time of each individual query we exploit data
parallelism for n-ary multi-dimensional indexing trees. In data
parallelism, a block of GPU threads simultaneously compare
multiple bounding shapes (i.e., minimum bounding rectangles
in an R-tree) of a tree node with a single given query in a
SIMD fashion.
n-ary multi-dimensional indexing structures such as R-trees
were originally designed for disk-based storage systems. So,
the degree of n-ary tree structures is determined by disk page
size. Although the GPU is not a disk-based device, the nary tree structure allows multiple threads in a GPU block to
process multiple child branches concurrently. Therefore, we
design a novel data parallel tree traversal algorithm for the
n-ary multi-dimensional indexing structures to process kNN
queries. n-ary data parallel indexing can not only reduce the
number of memory accesses but it also avoids bank conflict

and it can benefit from sequential memory accesses. That is,
GPU code optimizations such as memory coalescing, instruction level parallelism, and etc., can be easily implemented for
n-ary tree structures.
One of the challenges in traversing a hierarchical multidimensional index on the GPU is the tiny shared memory
on the GPU. For data parallel tree traversal, the degree of
a tree node needs to be set to a multiple of the number of
GPU processing units so that it increases the SIMD efficiency.
When the degree of a tree node is set to 128, the size of a 32
dimensional R-tree node becomes larger than 32K. However,
the 64 KB of shared memory in modern GPUs does not
allow storage of more than one tree node in the run-time
stack and the traditional recursive tree traversal algorithms fail
due to stack overflow problems. The shared memory should
be used to coordinate concurrent threads; i.e., if there is not
enough shared memory, the number of active GPU threads
is often limited. Moreover, considering there are often other
activation records to be stored in shared memory, recursive
search algorithms should be avoided on the GPU if possible.
In this work, we design and implement a non-recursive,
hierarchical tree traversal algorithm for kNN query processing
on the GPU that resolves the tiny run-time stack problem and
leverages high warp efficiency. Our contribution in this work
is two-fold as follows.
• Massively Parallel kNN Query Processing with Tree
Structured Index on the GPU
We develop data parallel a tree traversal algorithm Parallel Scanning and Backtracking (PSB) that processes
multiple branches of a tree node in parallel. The data
parallel PSB traversal algorithm is designed to avoid
warp-divergence, to yield high SIMD efficiency, and
to reduce global memory access. To the best of our
knowledge, this is the first work that parallelizes kNN
query processing on the n-ary tree structured index for
the GPU.
• Parallel Bottom-up Construction of SS-tree by Parallelizing Ritter’s Minimum Enclosing Circle Algorithm
We develop parallel bottom-up construction algorithm for
SS-trees. In order to construct bounding spheres in a
bottom-up fashion, we need to find a minimum enclosing
sphere that contains child branches’ bounding spheres. In
high dimensions, finding a minimum enclosing bounding
sphere is a hard problem. In this work, we propose
parallelizing Ritter’s approximation algorithm to solve
minimum bounding sphere problem in SS-trees. With our
parallel Ritter’s algorithm, we propose to construct an
SS-tree in a parallel bottom-up fashion, which results in
100% node utilization in leaf nodes.
In our experiments, we show that the data parallel PSB
algorithm yields higher than 50% warp efficiency while task
parallel indexing shows less than 10% warp efficiency.
The rest of the paper is organized as follows. In section II
we discuss a couple of representative stackless tree traversal
algorithms for task parallel tree navigation, and we revisit the
SS-tree structure for data parallel indexing. In section III we

propose our data parallel PSB tree traversal algorithm for kNN
query processing with SS-trees. Section IV presents how to
construct the SS-tree in parallel in a bottom-up fashion on
the GPU. In Section V, we evaluate the performance of the
proposed indexing methods. In Section VI we discuss previous
literature related to our work. In Section VII we conclude the
paper.
II. BACKGROUND
A. Stackless Tree Traversal
In computer graphics, a very large number of rays are concurrently traced by leveraging many GPU cores. In order for
classic recursive tree traversal algorithms to traverse bounding
volume hierarchies, the size of the run-time stack space must
be as large as the maximum stack depth times the number of
rays. However, the size of shared memory in modern GPUs is
very small (less than 64KB). Therefore, the computer graphics
community has proposed various stackless tree traversal algorithms such as kd-restart [12], skip pointer [15], rope tree [16],
and short stack [14].
The Kd-restart algorithm proposed by Foley et al. [12]
divides a query line into multiple small line segments while
navigating a kd-tree. Thereby, it reduces the size of each
bounding box of a line segment. Then, it repeatedly searches
the kd-tree with the small bounding box from its root node
again. This restart strategy eliminates backtracking and the
need for a large run-time stack.
The rope tree [16] and the parent link [13] algorithms
eliminate the need for a run-time stack by using auxiliary links.
In rope tree, each node stores ropes - pointers to neighboring
tree nodes in each dimension, thus a rope can be followed if
a query line segment intersects a face of the bounding box.
Unfortunately kd-restart and rope tree algorithms cannot be
directly employed for kNN query processing because the kNN
query is not a line segment. kNN query processing irregularly
traverses an indexing tree and prunes out sub-trees based on
the distance between a query point and the bounding volumes
of sub-trees.
The parent link [13] algorithm is a more generic stackless
tree traversal algorithm that can be employed for kNN query
processing. In the parent link algorithm, each tree node has
a pointer to its parent node (parent link) [13]. Instead of
relying on the run-time stack, the parent link algorithm allows
backtracking to a parent node by following the parent link
pointer. A drawback of the parent link tree algorithm is that
the same tree node has to be fetched from slow global memory
multiple times when it backtracks.
Skip pointer is another stackless tree traversal algorithm that
employs auxiliary pointers to a right sibling node or a right
sibling of its parent node. Unlike parent link, skip pointer does
not allow backtracking to parent nodes. Instead, skip pointer
visits right sibling nodes of the same parent. Only if it visits the
rightmost sibling node of the current parent node, it backtracks
to a higher level of the tree and visits the sibling of its parent
node. The skip pointer algorithm is guaranteed to not visit
previously accessed tree nodes, and it avoids fetching the same

tree node multiple times from global memory. However, this
is also a drawback of skip pointer algorithm because visiting
all sibling nodes requires too many accesses to unnecessary
tree nodes, especially for kNN query processing.
Another solution to the tiny run-time stack problem is to
use a fixed size of small shared memory as a short stack [14].
If the short stack is not deep enough for a tree traversal, the
short stack deletes a tree node from the bottom of the stack
and pushes a new tree node on the top. While traversing a
tree with a short stack, we may find a parent node has been
evicted from the short stack. If the deleted parent node has to
be visited for backtracking, the short stack algorithm restarts
the tree traversal from the root node again, as in kd-restart.
Although the short stack algorithm increases the chance of
reusing previously visited tree nodes, it often restarts the tree
traversal, which adds the overhead of fetching tree nodes from
global memory. The overhead of global memory access is
known to offset the benefits of reusing tree nodes available
in the short stack [11]. Moreover, the size of a single SS-tree
node becomes larger than 32 Kbytes when the dimension is
higher than 32. Considering the tiny shared memory size of
the GPU, the short stack algorithm cannot be used for high
dimensional SS-trees.
B. Data Parallelism vs Task Parallelism
The stackless tree traversal algorithms described in section II-A, kd-restart [12], skip pointer [15], rope tree [16],
and short stack [14] focus on distributing a large number of
line intersection queries across a set of GPU processing units.
Such task parallelism is known to improve query processing
throughput, but it does not improve the query response time
of individual queries. Data parallelism contrasts to task parallelism in the sense that a large number of GPU processing
units perform the same task on different parts of an index.
Figure 1 illustrates how a data parallel algorithm and a task
parallel algorithm traverse a tree structure in different ways. In
data parallel tree traversal algorithms, a set of threads in a GPU
block concurrently access the same tree node and cooperate
to determine which child node to fetch and visit. But in a
task parallel tree traversal algorithm, each thread processes a
different query and follows a different search path. Therefore
each GPU processing unit accesses different parts of global
memory and the number of accessed tree nodes varies across
GPU processing units.
In task parallelism, the query response times are determined
by the slowest thread in the block because a block of threads
has to wait until all the other threads in the same block
finish. Moreover, task parallelism makes each thread execute
a different instruction. But, a warp is the minimum thread
scheduling unit in CUDA architecture. All threads in a warp
must execute the same instruction. If a thread in a warp needs
to execute different instructions from the other threads, it needs
to wait for multiple cycles until other threads finish. As more
threads diverge, SIMD efficiency decreases and the utilization
of GPU processing units decreases. This problem is called
warp divergence.
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(a) Data Parallel Tree Traversal
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(b) Task Parallel Tree Traversal
Fig. 1. Data parallel tree traversal algorithms access a single tree node at
a time and each thread determines whether each branch can be pruned out
or not. But in task parallel tree traversal algorithms, each thread accesses
different tree nodes and it causes significant warp divergence.

In order to avoid such warp divergence and improve individual query response time, we develop a data parallel tree
traversal algorithm and efficiently utilize a large number of
GPU processing units.
C. SS-Tree
SS-tree [3] is a balanced n-ary multi-dimensional tree
structure designed for nearest neighbor query processing. SStree employs bounding spheres instead of bounding rectangles
for the shapes of tree nodes. Employing bounding spheres
is not only beneficial for reducing the size of a tree node
but it can also eliminate a number of conditional branches
that are required by the classic branch-and-bound search
algorithm [17].
SS-tree has been shown to outperform R-tree and K-D-Btree for high dimensional datasets in many prior studies [3],
[18]. Although bounding sphere volumes of SS-tree are often
much larger than bounding rectangle volumes of R-trees
especially in low dimensions, it is known that the number of
visited tree nodes is often much smaller than that of R-trees in
high dimensions [18]. Moreover, SS-trees can prune out child
nodes with fewer computations than other indexing structures.
That is, rectangular bounding boxes in variants of R-tree or
K-D-B-tree require the calculation of distances to each facet
of a bounding shape. As the dimension increases, the number
of facets also increases and the computation overhead to calculate the high-dimensional distances increases exponentially.
Instead, SS-tree just computes the distance between a query
and a centroid and adds or subtracts the radius of the bounding
sphere, which significantly reduces the computation time.
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Fig. 2. Massively Parallel Scanning and Backtracking: In the root node A, the pruning distance is initially infinite. In step 1 , we search a
leaf node which is closest to the query point and update the pruning distance while computing the MAXDIST of child nodes. In the second tree
traversal 2 , regardless of whether B or C is closer to the query point, we fetch the leftmost child node B from global memory if both B and
C are within pruning distance. In node B, we check which child nodes are within the pruning distance. In the example, suppose D and E are
within the pruning distance. Then 3 we fetch the left child node D. Suppose H is not within the pruning distance. Then node H will be pruned
out, and 4 we visit node I and kNN points will be updated. After processing node I, 5 we fetch its sibling nodes J and K. If node K does
not update kNN points or pruning distance, 6 we fetch K’s parent node E from global memory and prune out child nodes (L in the example)
which are farther than the pruning distance. If M ’s MINDIST is smaller than the pruning distance, 7 we fetch M and 8 keep scanning its
sibling nodes. If node N does not update kNN points, 9 we move to its parent node F , which does not have any child nodes within the pruning
distance. Thus 10 we move one level up to node C. If node C does not have any child nodes within the pruning distance, we will move to the
root node and finish the search. Otherwise, as in the example, we visit the leftmost leaf node G as it is within the pruning distance. We keep this
traversal and visit G, R, and S.
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The incremental kNN search algorithm [19] that uses a
priority queue is known to perform faster than the branch-andbound algorithm. However on the GPU, a block of threads
share the priority queue, which necessitates protecting the
priority queue using a lock. The lock will serialize a large
number of threads, which results in high warp divergence and
significant performance degradation.
III. PARALLEL S CAN

AND

BACKTRACK

FOR K NN

Q UERY

In this section, we propose a novel tree traversal algorithm,
Parallel Scan and Backtrack (PSB), for kNN search on the
GPU. The PSB algorithm does not use a runtime stack in
shared memory since the main purpose of shared memory on
the GPU is to coordinate concurrent threads and the shared

Algorithm 1 PSB Algorithm for kNN Query Processing
procedure
SearchKN N (P oint Q, int k)
1: Node n ← root
2: kNNs ← { inf }
3: float pruningDist ← getInitialPruningDistance(Q, ClosestLeaf)
4: int lastLeafId ← the sequence id of the rightmost leaf node
5: int visitedLeafId ← 0
6: while visitedLeafId < lastLeafId do
7:
// we visit leaf nodes from left to right
8:
while n.level ! = leaf do
9:
parfor tid ← 1, numChildN odes do
10:
maxDist[tid] ← getMaxDistance(Q,n.child[tid])
11:
minDist[tid] ← getMinDistance(Q,n.child[tid])
12:
end parfor
13:
// parallel reduction to find MinMaxDist
14:
maxDist[0] ← parReduceFindKthMinMaxDist(maxDist)
15:
pruningDist ← min(maxDist[0],pruningDist)
16:
for i ← 1, numChildN odes do
17:
if minDist[i] < pruningDist then
18:
n ← n.child[min(i)]
19:
if n.subtreeMaxLeafId < visitedLeafId then
20:
// already visited leaf nodes of this subtree
21:
continue
22:
else
23:
break
24:
end if
25:
end if
26:
end for
27:
if i == numChildNode then
28:
// no child node is within pruning distance
29:
n ← n.parent // backtrack
30:
end if
31:
end while
32:
while n is a leaf node do
33:
parfor tid ← 1, numT hreads do
34:
dist[tid] ← getDistance(Q,n.DataPtr[tid])
35:
end parfor
36:
update kNNs with dist[]
37:
update pruningDist with dist[]
38:
visitedLeafId ← n.LeafId
39:
if there was any change to kNNs then
40:
// scan to the right sibling leaf node
41:
n ← n.rightSibling
42:
else
43:
// backtrack to the parent node
44:
n ← n.parent
45:
end if
46:
end while
47: end while
48: return kNNs

memory is better reserved for application specific purpose,
such as, the k-nearest points. Instead, PSB requires each tree
node to have a parent link pointer but PSB makes its best
efforts to avoid revisiting already visited parent nodes.
The PSB algorithm is shown in Algorithm 1. For a given
query point Q and bounding spheres of child nodes, we
compute the minimum distances (MINDIST) and maximum
distances (MAXDIST) between the query point and the closest
faces of child bounding spheres. If the minimum MAXDIST
(MINMAXDIST) is smaller than the current pruning distance,
we set the pruning distance to MINMAXDIST. As in the

classic branch-and-bound kNN query processing algorithm,
the PSB algorithm visits the child node whose MINDIST is
smallest until it reaches a leaf node. In the leaf node, the PSB
algorithm updates its pruning distance, and restarts the tree
traversal from the root node with the small pruning distance. In
the second traversal, unlike the classic branch-and-bound kNN
search algorithm, the PSB search algorithm visits the leftmost
child node in the tree node within the pruning distance. The
sub-trees on the left side of the chosen child node are not
within the pruning distance, so they can be pruned out without
hurting the correctness of the algorithm.
Once the search path reaches the leftmost leaf node within
the pruning distance, the PSB algorithm updates its pruning
distance and kNN points if it finds closer data points to
the query. While the classic branch-and-bound kNN search
algorithm goes back to the parent node after it visits a leaf
node, the PSB algorithm starts scanning sibling leaf nodes.
This is because the sibling nodes have a high chance of having
points spatially close to the query point because the leaf nodes
are likely to be clustered in the problem space. If we encounter
a leaf node that does not update the kNN points while scanning
the sibling leaf nodes, there is no point in scanning further.
Thus the PSB algorithm stops scanning sibling leaf nodes
and follows its parent link so that it fetches the parent node
of the last visited leaf node. Due to the leaf node scanning,
the parent node is less likely to have been already visited. If
the parent node has unvisited child nodes within the pruning
distance, again we choose and visit the leftmost node among
the unvisited child nodes. Otherwise we repeatedly move to the
upper-level parent node following parent links. The PSB tree
traversal algorithm visits leaf nodes in a sequential fashion,
and a large number of GPU cores helps process them in a
massively parallel fashion. Figure 4 shows an example of the
PSB tree traversal algorithm.
IV. B OTTOM - UP C ONSTRUCTION

OF

SS- TREE

The classic SS-trees construct hierarchical tree structures in
a top-down fashion. That is, when a point is inserted, the SStree insertion algorithm determines which subtree’s centroid
is closest to the point and inserts it into that sub-tree. When
a node overflows, the split algorithm calculates the coordinate variance from the centroid in each dimension. Based
on the variance, it chooses the dimension with the highest
variance and splits the overflown node along that dimension.
This split algorithm is known to divide multi-dimensional
points into isotropic bounding spheres and greatly reduces
the sizes of bounding spheres. As a heuristic optimization,
SS-tree employs forced reinsertion, as in R*-tree, so that it
dynamically reorganizes the tree structure and reduces the
amount of overlap between bounding spheres.
Such a top-down and sequential construction algorithm requires serialization of insert operations and excessive locking.
If a data point is inserted online, top-down insertion will do the
work, but when we need to create an index in batches, bottomup construction can create an index an order of magnitude
faster, as in Packed R-tree [20]. Moreover, the bottom-up

construction can take advantage of high level parallelism on
the GPU.
A. Bottom-up Construction using Hilbert Curve
The Hilbert curve is a space filling curve that is widely used
in many computing domains because it is known to preserve
good spatial locality [21]. Using the Hilbert space filling curve,
we can determine the ordering of multi-dimensional points.
With the sorted ordering, we cluster nearby points, enclose the
nearby points in a small bounding sphere, and store them in a
leaf node. Although the Hilbert space filling curve can assign
distant index values to spatially close data points, it guarantees
that it does not assign similar index values to distant data
points. This is the desirable property that helps generate tight
bounding spheres in leaf nodes.
The Hilbert index values of multi-dimensional points can
be concurrently calculated via task parallelism. Moreover, the
Hilbert index values can be efficiently sorted in parallel on the
GPU. Parallel sorting on the GPU has been extensively studied
in the past decade. In our implementation, we employ the
parallel radix sort available in the Thrust [22] CUDA library.
B. Bottom-up Construction using K-Means Clustering
In addition to the parallel construction using the Hilbert
curve, we develop an alternative parallel SS-tree construction algorithm using k-means clustering. K-means clustering
partitions a given set of multi-dimensional points into k
clusters, and we store each cluster in a SS-tree leaf node.
A challenge in using the k-means clustering method is to
determine the number of k since it is not known a priori.
In general, increasing k results in reducing the potential
errors. As a rule of thumb, we can set k to the number
of leaf nodes (N umberOf P oints/CapacityOf Leaf N ode).
However, the k-means clustering algorithm does not guarantee
that all clusters have an equal number of data points. Also, as
k increases, the time to compute the clusters increases exponentially because its time complexity is O(ndk+1 logn), where
n is the number of points and d is the number of dimensions.
With a small k, data points in a single cluster can be distributed
across
p multiple leaf nodes. In our implementation, we set k
to n/2, where n is the number of points, as proposed by
Mardia et al. [23].
C. Bottom-up Construction of Hierarchical Minimum Enclosing Bounding Spheres
Once we classify data points and store them in leaf nodes,
we repeat recursive construction of minimum enclosing bounding spheres for internal tree nodes until we create a bounding
sphere for the root node. The smallest enclosing circle in
2D space can be found in O(n) time. However, its time
complexity increases sharply as the dimension increases, i.e.,
the complexity of Megiddo’s linear programming algorithm is
O((d + 1)(d + 1)!n) [24]. For high dimensional points, a large
number of approximation algorithms, including Ritter’s algorithm [25], have been proposed. The approximation algorithms
generate bounding spheres fast but the bounding spheres are

Algorithm 2 Parallel Ritter’s Algorithm
procedure
P arallelRitter(N ode n)
1: float distances[ ] ← { inf }
2: parfor t ← 0, n.count do
3:
distances[t] ← Distance(n.child[0], n.child[t])
4: end parfor
5: distances[0] = parReduceFindMaxDist(distances)
6: int pIdx ← Child node index of distances[0] // pIdx is the farthest
point from 0
7: parfor t ← 0, n.count do
8:
distances[t] ← Distance(n.child[pIdx], n.child[t])
9: end parfor
10: distances[0] = parReduceFindMaxDist(distances[])
11: int pIdx2 ← Child node index of distances[0] // pIdx2 is the
farthest point from pIdx
12: n.center ← Midpoint of n.child[pIdx] and n.child[pIdx2]
13: n.radius ← distances[0]/2
14: bool isUpdated ← True
15: while isUpdated = True do
16:
isUpdated ← False
17:
parfor t ← 0, n.count do
18:
distances[t] ← Distance from n.center to n.child[t]
19:
end parfor
20:
distances[0] = parReduceFindMaxDist(distances)
21:
if n → radius < distances[0] then
22:
isUpdated ← True
23:
n.radius ← (n.radius + distances[0])/2
24:
n.center ← n.center + ((distances[0] - n.radius)/2)*|~v |
25:
// |~v | is a unit vector from n.center to the farthest point
26:
end if
27: end while

slightly larger than optimum. That is, Ritter’s algorithm is
known to generate 5∼20% larger bounding spheres. Although
the tree construction is only a one time job, running an
O((d + 1)(d + 1)!n) algorithm is not practical in practice.
Thus, we employ Ritter’s approximation algorithm which is
easy to parallelize as we describe in Algorithm 2. To the best
of our knowledge, not much but just a little research [26],
[27], [28] has been conducted to parallelize the construction
of minimum enclosing bounding spheres, especially in high
dimensions. We believe this is the first work that develops
a parallel version of Ritter’s algorithm. The parallel Ritter’s
algorithm is described in Algorithm 2.
In our parallel Ritter’s algorithm, we choose a random point
p from a set of points S, and compute the distances between
p and the rest of the points in parallel. Once the distances are
computed, we perform parallel reduction to choose the point q
that has the largest distance from p. From q, we compute the
distances between q and the rest of the points in parallel, and
choose the farthest point r. Once we find q and r, we create
an initial sphere using qr as its diameter. Next, we check if all
points in S are included in the sphere by simply checking the
distances between the centroid (C1) and each point in parallel.
If a point s is outside of the sphere, we draw a line between C1
and s and extend the sphere toward s just enough to include
s. We repeat this process until all the points are included in
the sphere.

Note that our bottom-up parallel construction algorithm
enforces 100 % node utilization of leaf nodes even if we
can significantly reduce the volume by storing some points
in a sibling tree node. However, as the node utilization of the
bottom-up constructed SS-tree is higher than that of the classic
SS-tree, the number of tree nodes is smaller than the classic
SS-tree, which results in a shorter search path.
D. Performance Evaluation of Bottom-up Constructed SS-tree
In the experiments shown in Figure 3, we compare the
search performance of SS-trees constructed in a bottom-up
fashion using the Hilbert curve and k-means clustering. We
run the experiments using NVIDIA K40 GPUs for the bottomup SS-tree implementations, and we set the degree of a SStree node to 128 so that each processing unit in a shared
multiprocessor processes four branches, i.e., a total of 32
branches are processed in parallel. We also compare the search
performance of bottom-up constructed SS-tree on the GPU
with that of top-down constructed SR-tree on a CPU. The
SR-tree is an improved version of the SS-tree [18]. For SRtree, we run the experiments with an Intel Xeon E5-2690
v2 CPU, and set the size of a tree node to a disk page
size - 8 Kbytes. However, the search time comparison on
two different architectures is like a comparison of apples and
oranges. Therefore, we compare the search performance in
terms of the number of accessed bytes as well.
We synthetically generate 100 sets of multi-dimensional
points in normal distributions with various average points and
standard deviations. Each distribution consists of 10,000 data
points. Therefore, the total number of points in the dataset
is one million. We describe how the distribution of a dataset
affects the performance of indexing in more detail in section V.
For the k-means clustering algorithm, we vary the k from
400 to 10,000 at the leaf node level. For the clustering of
internal tree nodes, we decrease k by a factor of 1/100 since
the number of internal tree nodes is much less than that of
leaf nodes.
As for the tree traversal algorithm, we use the classic
branch-and-bound kNN query processing algorithm [17] for all
indexes because the goal of the experiments is to evaluate how
the construction algorithm affects the tree structures. However,
because the SS-tree on the GPU does not allow backtracking,
we let the SS-tree on the GPU use auxiliary parent links so
that it can backtrack to the parent nodes.
As shown in Figure 3, SS-trees that we construct via kmeans clustering algorithms (SS-tree (k-means)) consistently outperform SS-trees that we construct via Hilbert
curve clustering (SS-tree (Hilbert)). In four dimensions, the bottom-up SS-tree (Hilbert) accesses about
16 times more tree nodes than the bottom-up SS-tree
(k-means), which results in 7.1 times slower average query
response time. Compared to SR-tree, SS-trees constructed
via the Hilbert curve and k-means clustering access about a
4∼16 times larger number of tree nodes. This is because Ritter’s algorithm does not find the optimal minimum bounding
spheres, and it is also because SS-trees visit the same tree
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nodes multiple times using parent links. Although SS-trees on
the GPU access a much larger number of tree nodes, they
outperform SR-trees in terms of search response time due to
massive parallelism.
As for the k-means clustering, k = 400 shows the best
performance but as k is larger or smaller than that, the
performance slightly degrades. Since the distribution of the
datasets is not known a priori most of the time, it is a hard
problem to choose the optimal k as we discussed. However,
although we choose k far from the optimal value, the SS-tree
with k-means clustering algorithm consistently outperforms
the SS-tree that employs the Hilbert curve as shown in the
experiments.
V. E XPERIMENTS
A. Experimental Setup
In this section, we evaluate and analyze the performance of
the PSB (Parallel Scan and Backtrack) tree traversal algorithm
for the nearest neighbor query processing algorithm on the
GPU. We conduct the experiments on a CentOS Linux machine that has dual Intel Xeon E5-2640v2 2.0GHz processors
and 64 GB DDR3 memory with an NVIDIA Tesla K40
GPU which has 2880 CUDA cores. We use CUDA 6.5 for
all the experiments. In our implementation of SS-trees, we
store the bounding spheres of child nodes as the structure of
array (SOA) instead of the array of structure so that memory
coalescing can be naturally employed. We compiled the codes
with default optimization options using nvcc 6.5.12 and gcc
4.4.7.
The datasets of our primary concern are the non-uniform
clustered datasets since the nearest neighbor search in high
dimensional uniform distribution is not even meaningful; that

is, Beyer et al. proved in [29] that the distance to the farthest
neighbor and the distance to the nearest neighbor converge
as the dimension increases to infinity. We evaluate the performance of the proposed algorithm with various synthetic multidimensional datasets. We vary the number of dimensions from
2 to 64, and we also vary the distribution of the points by
changing the number of normal distribution clusters and also
by changing the variance of each cluster. We carefully adjusted
the number of clusters and the variance of the synthetic
datasets so that the probability density function of the distances
between two arbitrary points is not concentrated.
As we increase the number of clusters and their variances,
the distribution of data points becomes similar to the uniform
distribution. Figure 4 shows the distributions of the synthetically generated datasets while varying the standard deviation
of each cluster’s normal distribution.
In addition to the synthetic datasets, we also evaluate the
indexing performance using real datasets - Integrated Surface
Database (ISD) point datasets available at NOAA National
Climatic Data Center. The NOAA datasets consist of numerous
sensor values such as wind speed and direction, temperature,
pressure, precipitation, etc, collected by over 20,000 geographically distributed stations. The sensor values are tagged with
time and two-dimensional coordinates (latitude and longitude).
As for the performance metrics, we measure the average
kNN query response time, which is the time for the GPU
kernel function to return the search results back to the CPU
host for a single query. We also measure the warp efficiency
of the GPU and the number of accessed memory bytes.
B. Dataset Distribution
For the experiments shown in Figure 5, we combined
100 normal distributions that have different average points in
64 dimensions. With varying the standard deviations of the
distributions, we evaluate the performance of PSB algorithm
and the classic branch-and-bound algorithm using bottomup constructed SS-trees. We submit 240 kNN queries, and
each query selects 32 nearest neighbor points from a million
data points for the rest of the experiments unless explicitly
specified.
In the experiments, we observe the data distribution significantly affects the efficiency of indexing schemes; when the

(a) N = 100/σ = 2560
Fig. 4.

(b) N = 100/σ = 640

(c) N = 100/σ = 160

(d) N = 100/σ = 40

(e) NOAA

Distribution of Datasets Projected to the First Two Dimensions (N: number of clusters, σ: standard deviation

standard deviation is 10240, the query response time is about
8 times higher than when the standard deviation is 40. As the
standard deviation increases, the distribution becomes similar
to the uniform distribution. With high standard deviation,
both the branch-and-bound algorithm and the PSB algorithm
visit almost all leaf nodes due to the curse of dimensionality
problem. When the standard deviation is higher than 640
in the experiments, the classic branch-and-bound algorithm
and the PSB algorithm access a similar number of tree
nodes. However, in terms of the query response time, the
PSB algorithm consistently outperforms the branch-and-bound
algorithm because the PSB algorithm benefits from fast linear
scanning.
C. Data Parallel n-ary SS-Tree vs Task Parallel Binary KdTree
In the experiments shown in Figure 6 we vary the number of
child nodes (degree) and measure the average query execution
time, global memory access, and the warp execution efficiency.
For the experiments, we index the 64 dimensional synthetic
dataset that combines 100 normal distributions, and we set the
standard deviations of the distributions to 160. To validate the
proposition of this work, we compare the performance of data
parallel SS-trees with the PSB algorithm against task parallel
binary kd-trees optimized for GPU [30].
When the degree is 32, we let 32 GPU threads concurrently
access the same SS-tree node, i.e., the distances between a
given query point and 32 bounding spheres of child nodes are
calculated in parallel. The binary kd-tree uses only one core
of an SM. Therefore, the warp efficiency of the binary kd-tree
is just 3%, but the warp efficiency of the data parallel SS-tree
is higher than 50%.
As we increase the degree of a tree node, the SS-tree
accesses more global memory due to a larger tree node size.
When the degree of the SS-tree node is 4 times larger than the
warp size, the query response time slightly degrades because
each core has to process more comparisons. But when the
degree of the SS-tree node is too small (less than 128), the
query response time also slows because the search path length
increases.
As we increase the degree of the SS-tree, an SM has more
work to do and the idle time of the GPU cores decreases.
Although we do not show the query processing throughput
results due to space limitation, the data parallel SS-tree shows
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comparable query processing throughput with the task parallel
kd-tree.
D. Performance in Varying Dimensions
In the experiments shown in Figure 7, we compare the
performance of bottom-up constructed SS-tree with the PSB,
the branch-and-bound, and the brute-force scanning algorithm
on the GPU while varying the dimensions of the data points.
When the datasets are in uniform or Zipf’s distribution, it
is known that brute-force exhaustive scanning often performs
better than indexing structures in high dimensions. However,
for the clustered datasets, SS-trees access fewer bytes in global
memory and yield faster query response time, as shown in
Figure 7. In 64 dimensions, the PSB algorithm performs
kNN queries about 4 times faster than brute-force exhaustive
scanning, and about 25% faster than the classic branch-andbound algorithm.
E. Performance Effect of K
In the experiments shown in Figure 8, we compare the
performance of the PSB, the branch-and-bound algorithm, and
the brute-force scanning method while varying the number of
nearest neighbor points (k). Interestingly, as we increase k, the
query response time increases exponentially although it does
not significantly increase the number of accessed tree nodes.
This is because we store k of pruning distances in the shared
memory because they must be shared and updated by a block
of GPU threads.
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As we use more shared memory to store more distances and
nearest neighbors, the number of active threads per SM (GPU
occupancy) decreases. Hence, even the brute-force scanning
method suffers from the large k. In order to maximize the GPU
occupancy, the shared memory usage must be limited. As an
ad hoc optimization, if a large number of nearest neighbors
need to be stored, we can keep only a couple of large pruning
distances in the shared memory but the rest of the small
pruning distances in global memory because the large pruning
distances are more likely to be accessed and updated while
the small pruning distances are rarely updated. We leave this
improvement as our future work.
F. Real Datasets
In the experiments shown in Figure 9, we construct bottomup constructed SS-trees using real clustered datasets - NOAA.
Similar to our synthetic datasets, the PSB algorithm shows
superior performance to the branch-and-bound algorithm and
the brute-force scanning algorithm. Also, we show the search
performance of SR-trees on the GPU. Although the topdown constructed SR-tree accesses a much smaller amount
of memory than the bottom-up constructed SS-tree, SR-tree
on the CPU shows the worse query response time than the
SS-tree on the GPU because of the lack of parallelism.
VI. R ELATED W ORK
There exist a couple of previous works that improved
both query response time and query processing throughput
by making a block of threads process a single query [31],
[32], [33]. For one dimensional datasets, Zhou et al. proposed
a parallel B+-tree that compares multiple keys in parallel

using SIMD instructions [33]. P-ary search is a parallel one
dimensional index proposed by Kaldewey et al. [31]. FAST
(Fast Architecture Sensitive Tree) proposed by Kim et al. reorganizes a binary search tree into tree-structured blocks. Each
block in FAST is a sub-tree of the original tree. Hence, each
block has a set of branches as in n-ary trees. The block of
FAST is the unit of parallel processing in a single SM (shared
memory processor). The size of the block is chosen to avoid
the bandwidth bottleneck between main memory and GPU
device memory. Inside each block, FAST maximizes data-level
and thread-level parallelism for the GPU [32]. The difference
between these prior works and ours is that one-dimensional
range or exact match query does not need back-tracking, but
multi-dimensional indexing algorithms have used recursive
backtracking and visit multiple child nodes.
NVIDIA has increased the number of concurrent threads per
SM in their product line-up of GPUs, but their shared memory
sizes have been minimally enlarged. CUDA threads use the
fast shared memory as their run-time stack, but the latest
Tesla GPUs have only 64K bytes of shared memory per thread
block. Due to their tiny stack sizes, it has been reported that
the recursive search algorithms of multi-dimensional indexing
structures are not often feasible [11]. Although a large number
of multi-dimensional indexing structures have been proposed,
the search algorithms of those methods are similar in the sense
that they recursively prune out the sub-trees depending on
whether a given query range overlaps the bounding shapes
of the sub-trees.
In the past decade, a large number of works [4], [5], [6],
[8], [9] have proposed brute-force kNN search algorithms
for GPUs. The Random Ball Cover (RBC) algorithm [5] is
an approximation algorithm where some random points are
chosen as representative points for subsets of the dataset. For a

given kNN query, RBC chooses the closest representative point
to the query, prunes out the rest of the subsets, and performs
brute-force linear scanning to search the selected subset. The
RBC algorithm substantially reduces the amount of work for
nearest neighbor queries by pruning out a large number of
points using the representative points. RBC is different from
our work as it is for approximate kNN queries whilst ours is
a tree traversal algorithm for exact kNN queries.
For n-ary multi-dimensional indexing on the GPU, Kim
et al [11] proposed a data parallel stackless tree traversal
algorithm for the GPU, MPRS, that traverses the hierarchical
tree structures from root node to leaf nodes multiple times as in
kd-restart. That work is different from ours in that the MPRS
algorithm repeats restarting the tree traversal from root node
while our proposed algorithm does not. In addition, the MPRS
algorithm targets low dimensional range query processing for
scientific datasets.
VII. C ONCLUSION
In this work, we develop a data parallel tree traversal
algorithm for kNN query processing on the GPU, Parallel
Scan and Backtrack (PSB). PSB algorithm traverses multidimensional hierarchical tree structures without tiny runtime
stack problem and warp divergence problem. In order to
take advantages of accessing contiguous memory blocks, our
proposed PSB algorithm performs linear scanning of sibling
leaf nodes, which increases the chance to optimize the parallel
SIMD algorithm. Our performance study shows the PSB algorithm consistently outperforms the branch-and-bound kNN
query processing algorithm for clustered datasets.
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